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Job Scheduling

Job Scheduling

! When one purchases a cluster, typically many
users want to use it

! One cannot let them step on each other’s
toes
! Every user wants to be on a dedicated machine

! Applications are written assuming some amount of
RAM, some notion that all processors go at the
same speed, etc.

! The Job Scheduler is the entity that prevents
them from stepping on each other’s toes
! The Job Scheduler gives out nodes to applications

Assumptions

! We consider a single “job scheduler”

! The job scheduler “manages” some

number of identical “nodes”

Arriving

jobs

Terminating

jobs

Allocation

Space- or Time-sharing

! Space-sharing

! a single job per node

! “batch scheduling”

! Time-sharing

! multiple jobs on a single nodes, but

synchronized context-switching

! “gang scheduling”

Batch Scheduling

! A Batch scheduler maintains a queue of pending jobs

! Each job is defined as:

! Number of nodes

! Time

! “I want 6 nodes for 1h”

! Typically users are “charged” against an “allocation”
! e.g., “You only get 100 CPU hours per week”

! There can be different queues, different priorities, etc.

! There can be limits on usage

! number of jobs in the queue < X

! number of jobs per day < X

! job size < X

! etc.

! Notions of user groups

! power users

! These are complex systems with many config options
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Scheduling FCFS

! Simplest scheduling option: FCFS

! First Come First Serve

! Problem:

! Fragmentation:
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The Solution: Backfilling
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Backfilling: Question

! Which job(s) should be picked for
promotion through the queue?

! Many heuristics are possible

! Two have been studied in detail
! EASY

! Conservative Back Filling (CBF)

! In practice EASY (or variants of it) is
used, while CBF is not
! Although, OAR, a recently proposed batch

scheduler implements CBF

EASY Backfilling

! Extensible Argonne Scheduling System

! Maintain only one “reservation”, for the first job in the
queue

! Definitions
! Shadow time: time at which the first job in the queue starts

execution

! Extra nodes: number of nodes idle when the first job in the
queue starts execution

! Go through the queue in order starting with the 2nd
job

! Backfill a job if
! it will terminate by the shadow time, or

! it needs less than the extra nodes
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EASY: Properties

! Unbounded Delay

! The first job in the queue will never be

delayed by backfilled jobs

! BUT, other jobs may be delayed infinitely!
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And so on...

EASY: Properties

! Unbounded Delay
! The first job in the queue will never be

delayed by backfilled jobs

! BUT, other jobs may be delayed infinitely!

! No starvation
! Delay of first job is bounded by runtime of

current jobs

! When the first job runs, the second job
becomes the first job in the queue

! Once it is the first job, it cannot be delayed
further

Conservative Backfilling

! EVERY job has a “reservation”

! A job may be backfilled only if it does not delay any

other job ahead of it in the queue

! Fixes the unbounded delay problem that EASY has

! More complicated to implement

! The algorithm must find holes in the schedule

! EASY favors small long jobs

! EASY harms large short jobs



When does backfilling happen

! Possibly when
! A new job arrives

! The first job in the queue starts

! When a job finishes early

! Users provide job runtime estimates
! Jobs are killed if they go over

! Trade-off
! provide an aggressive estimate: you go through

the queue faster (may be backfilled)

! provide a conservative estimate: your job will not
be killed

! Are estimates accurate?

User Estimate Accuracy

! One key issue in scheduling: how accurate is

the information that the scheduler uses to

make decision?

How good is the schedule?

! All of this is great, but how do we know what a “good”
schedule is?
! FCFS, EASY, CFB, Random?

! What we need are metrics to quantify how good a
schedule is
! It has to be an aggregate metric over all jobs

! Metric #1: Turn-around time
! Also called flow

! Wait time + Run time

! But:
! Job #1 needs 1h of compute time and waits 1s

! Job #2 needs 1s of compute time and waits 1h

! Clearly Job #1 is really happy, and Job #2 is not
happy at all

How good is the schedule?

! One question is: How do we come up with a

metric that captures the level of “user

happiness”?

! Wait time is annoying, so...

! Metric #2: wait time

! But

! Job #1 asks for 1 node and waits 1 h

! Job #2 asks for 512 nodes and waits 1h

! Again, Job #1 is unhappy while Job #2 is

probably sort of happy

How good is the schedule?

! What we really want is a metric that
represents happiness for small, large, short,
long jobs

! The best we have so far: Slowdown
! Also called stretch

! Metric #3: “turn-around time” divided by “turn-
around time if alone in the system”

! This takes care of the short/long problem

! Doesn’t really take care of the small/large
problem
! Could think of some scaling, but unclear

Now what?

! Now we have a few metrics we can consider

! We can run simulations of the scheduling algorithms, and see
how they fare

! We need to test these algorithms in representative scenarios

! Supercomputer traces

! Monitor a supercomputer/cluster

! Collect the following for long periods of time

! Time of submission

! How many nodes asked

! How much time asked

! How much time was actually used

! How much time spent in the queue

! Uses of the traces

! Drive simulations

! Come up with models of user behaviors



Sample results

! A type of experiments that people have done:

replace user estimate by f times the actual

run time

67.0147171

15568

15110

15028

14880

14645

15001

resp. time

84.0users

64.9100

64.730

63.710

62.73

67.60

slowdownf

overestimating by 3

would make everybody’s 

life better!!

Another Result

Possible to improve

performance  by

multiplying user

estimates by 2!

(table shows reduction

in %)

EASY CBF.

-10.9%-1.6%SDSC

-1.6%-0.9%CTC

-7.0%-3.3%KTH

Response time

-14.2%+4.6%SDSC

-18.0%-7.9%CTC

-23.0%-4.8%KTH

Slowdown

Message

! These are all heuristics

! They are not specifically designed to optimize

the metrics we have designed

! It is difficult to truly understand the reasons

for the results

! But one can derive some empirical wisdom

! One of the reasons why one is stuck with

possibly obscure heuristics is that we’re

dealing with an “on-line” problem

! We don’t know what happens next

Lookahead idea

! We cannot wait for all jobs to be

submitted to make a decision

! But we can wait for a while, accumulate

jobs, and schedule them together

! This can be done using dynamic

programming to optimize some of the

metrics

! This idea has been shown to improve

performance “a little bit”

Summary

! Batch Schedulers are what we’re stuck with at the
moment

! They are often hated by users
! I submit to the queue asking for 10 nodes for 1 hour

! I wait for two days

! My code finally starts, but doesn’t finish within 1 hour and
gets killed!!

! A lot of research, a few things happening “in the field”

! When you go to a company that has clusters (like
most of them), they typically have a job scheduler, so
it’s good to have some idea of what it is
! e.g., Pixar

! A completely different approach is gang scheduling,
which we discuss next

Gang Scheduling

! All processes belonging to a job run at the same time

! Each process runs alone on each processor

! BUT: there is rapid coordinated context switching

! The term “gang” denotes all processors within a job

! It is possible to suspend/preempt jobs arbitrarily

! May allow more flexibility to optimize some metrics?

! If runtimes are not known in advance (or grossly erroneous),

preemption can help short jobs that would be “stuck” behind

a long job

! Should improve machine utilization



Example

! Consider a 128-node machine

! A 64-node job is running

! A 32-node and a 128-node jobs are

queued

! question: should the 32-node job be

started?

Example (2): Space Sharing

Best case: 64-

node job is long

Start 32-node job

leading to 75%

utilization

left idle

time

32-node job

64-node job

Example(3): Space Sharing

Worst case: 64-

node job is short

Start 32-node job,

leading to 25%

utilization

left idle

time

32

64

Example(4): Gang Scheduling

Start 32-node job in

slot with 64-node job,

and 128-node job in

another slot.

Utilization is pretty

good

time

32

64

128

Gang Scheduling Drawbacks

! Overhead for context switching
! trade-off between overhead and fine grain

! Overhead for coordinating context switching across
multiple processors

! Reduced cache efficiency
! Frequent cache flushing

! RAM Pressure
! More jobs must fit in memory

! Swapping to disk causes unacceptable overhead

! Typically not used in production HPC systems
! Batch scheduling is preferred

! Some implementations
! MOSIX project

Batch Scheduling it is then...

! So it seems we’re stuck with batch scheduling

! Why don’t we like Batch Scheduling?

! Because queue waiting times are difficult to
predict
! depends on the status of the queue

! depends on the scheduling algorithm used

! depends on all sorts of configuration parameters
set by system administrator

! depends on future job completions!

! etc.

! So I submit my job and then it’s in limbo
somewhere, which is eminently annoying to
most users



Rigid/Moldable jobs

! As a user I can decide to ask for 1, 2, 4, 8, 16, or whatever
number of nodes

! Provided my code can tolerate it

! For each, I could have an idea of how much compute time is
needed.

! e.g., based on Amdahl’s law

! e.g., based on previous benchmarks

! So I could ask for (1, 1h) or (2, 40min) or (8, 25min) or (16,
20min)

! Each costs me a different amount of “money”

! basically, a piece of my weekly/monthly “allocation”

! I want to pick the one with the best trade-off between money
and time to result.

! But each will lead to different queue waiting times

! And these queue waiting times will be different next time

! So it’s still a guessing game

So where are we?

! Batch schedulers are complex pieces of software that
are used in practice

! A lot of experience on how they work and how to use
them

! But ultimately everybody knows they are an imperfect
solution

! Many view the lack of theoretical foundations as a big
problem

! Let’s look at what theoreticians think of job
scheduling

! The first step is to define the scheduling problem:
! On-line vs. Off-line

! Preemption vs. No preemption

! etc.

The Job Scheduling Problem

! When do jobs “arrive”?

! On-line

! We know when they arrive
! periodic, aperiodic, i.i.d, etc.

! We don’t: batch scheduling, gang scheduling

! Off-line: more related to application scheduling

! Control of the resources

! With preemption

! Gang Scheduling

!  Without preemption

! Batch Scheduling

! The practical implementations (batch and gang) are only
heuristics and do not consider the problem at a theoretical level

! In fact, they don’t optimize any metric each individual user cares
about

Theoretical Job Scheduling

! Mostly independently from real systems,

researchers in operations research

have looked at job scheduling for

several decades

! Let’s start with a formal classification for

job scheduling problems

! Standard: Graham’s notation

! | " | #

Graham’s notation (!)

!  !: the “processor environment”

! 0: A single processor

! P,n: Multiple (n) identical processors

! Q,n: Multiple (n) uniform processors
! different speeds, but consistent across jobs

! R,n: Multiple (n) unrelated processors
! different speeds, inconsistent across jobs

! some procs better for some jobs than for others,
but worse for some jobs than for others.

Graham’s notation (")

!  ": the “task and resource environment”

! pmtn: with preemption
! otherwise, no preemption

! prec: general precedence constraints
! tree, chain, etc.

! otherwise independent tasks

! rj: Tasks have “release dates”
! i.e., jobs “arrive” in the system at given times

! otherwise they are all there at time t=0

! pj = p: All tasks have the same processing time
! whatever arithmetic conditions on pj

! arbitrary otherwise

! d: Tasks have deadlines



Graham’s notation (#)

!  #: the “optimization criterion” (minimization)

! max Ci: the finish time of the last task

! max wiCi: weighted maximum completion time
! If the weight is the inverse of the computation time, then

we have the slowdown

! !Ci: average completion time
! this is really turn-around time

! !wiCi: weighted average completion time
! If the weight is the inverse of the computation time, then

we have the slowdown

! Lmax: maximum lateness
! max(Ci - di)        when there are deadlines

! ...

A few results

! P,2||Cmax is NP-Complete

! 2 identical processors

! no preemption

! independent tasks

! no deadlines

! no release dates (i.e., all tasks known at
time t=0 and no new task arrivals)

! tasks have arbitrary execution time

! try to minimize the makespan

! Reduction to 2-partition
! Which we’ve seen

More results in Graham notation

! P,3|prec|Cmax is NP-complete

! Scheduling a DAG on 3 identical

processors to minimize its makespan

! P|prec,pj=1|Cmax is NP-complete

! Schedule a DAG in which all tasks have

the same computational cost on an

arbitrary number of identical processors

! P,p>2|prec,pj=1|Cmax: open

! P,2|prec,0<pj<3|Cmax: NP-complete

Results more related to job scheduling

NPNPQ | rj,X | !wiCi

NPNPP | rj,X | !wiCi

NPNP1 | rj,X | !wiCi

?NPQ | rj,X | !Si

?NPP | rj,X | !Si

?NP1 | rj,X | !Si

NPNPQ | rj,X | !Ci

NPNPP | rj,X | !Ci

PNP1 | rj,X | !Ci

PNPQ | rj,X | max wiCi

PNPP | rj,X | max wiCi

PNP1 | rj,X | max wiCi

X = Ø X = pmtn

Significance of results

! In the previous table we saw that with preemption

many problems become easier

! This is probably a good indication that the only hope

to optimize a “user centric” performance metric is to

allow preemption

! gang scheduling does preemption!

! perhaps one can do just a little bit of preemption and be ok?

! Also, all the previous results are for offline versions of

the scheduling problem

! What about the online versions?

On-line Scheduling Problems

! All the previous results are for off-line situations,
when we know EVERYTHING about the stream of
tasks/jobs

! What about the on-line case?
! We have release dates

! But we don’t know what they are

! Competitive ratio: How close does an on-line
scheduling algorithm come to the optimal offline
algorithm in the worst case
! We saw that list scheduling had a competitive ratio of 2 for

the DAG scheduling problem on identical processors when
communication is free, for instance



On-line sum-flow

! 1 | rj,pmnt | !Ci   is polynomial
! One proc

! release dates

! preemption

! minimize average turnaround-time

! Algorithm: Shortest Remaining Processoing Time
! Upon job arrival/departure, ensure that the job with the

shortest remaining processing time has the processor

! Use preemption

! NP-complete for multiple processors

! NP-complete with no preemption
! Algorithm with logarithmic competitive ratio on multiple

processors exists

On-line max-flow

! 1 | rj| max Ci   is polynomial

! One proc

! release dates

! preemption

! minimize maximum turnaround-time

! Algorithm: First In First Out

! Preemption is not needed

! NP-complete for multiple processors

On-line max-stretch

! 1 | rj,pmnt | max wi Ci

! NP-complete

! An algorithm with a O(!X) competitive ratio
exists, where X is the ratio of the largest job
to the smallest job (in terms of processing
time)

! If there are only two job sizes, then the
competitive ratio is (1 + !5) / 2!

! Without preemption, no approximation
algorithm exists

On-line sum-stretch

! P,n | rj,pmnt | ! wi Ci

! No migration

! The off-line version is NP-complete

! The SRPT algorithm is 2-competitive
! But without preemption nothing works

! On a single processor: minimizing sum-flow is easier
than minimizing sum-stretch

! On multiple processors: minimizing sum-stretch is
easier than minimizing sum-flow
! SRPT is 14-competitive if migration is allowed

! Otherwise there is another O(1)-competitive algorithm

And so on...

! A large literature with results here and there

! Max-stretch/Max-flow is about fairness, Sum-

stretch/Sum-flow is about performance

! It would be nice to sort of optimize both

! Depressing result:

! An on-line algorithm that does a good job at minimizing sum-

flow (i.e., average turn-around time) or sum-strech (i.e.,

average slowdown) leads to unbounded max-flow or max-

stretch

Conclusion

! Theory:
! Most things are difficult

! And we’re not even considering jobs that use multiple nodes!

! Practice
! We do batch scheduling, which completely disregards all this

! But theory says that preemption is key!

! As usual: there is a major disconnect
! Only a few authors have read both types of work

! Great opportunity for research
! Research Project in my lab

! Mark Stillwell (Ph.D.)

! David Schanzenback (M.S.)

! To ne presented next semester at the 690 research seminar


